
Context Matters: Evaluating 
Diversity-Aware Retrieval for RAG



 Why this project?
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➔ Real-world experience in critical 

workflow (RAG) 
◆ Python and ML engineering practice

◆ Build & evaluate RAG systems end-to-end

◆ LLM + RAG research experience

➔ You are curious about how LLMs think 

(and how to make them think better)

➔ Work on a hot AI research topic

➔ Publication at top-tier conference



 LLMs are great, but can still make mistakes…

? Christopher Nolan, Quentin 
Tarantino, Steven Spielberg, 
Martin Scorsese.

QUERY

Plain LLM Pipeline

LLM ANSWER
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No fact checking or 
grounding

✅ Natural language understanding
✅ Knowledge synthesis & 
reasoning in context

✘ Hallucination due to incomplete 
or outdated information (ignores 
recent influential filmmakers)

Who are the most influential movie directors today?

✘ Demographic bias (misses 
influential female, non-US, 
PoC directors)



 RAG goes a step further to solving hallucination

QUERY

Plain LLM Pipeline

LLM ANSWER
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Retrieval-Augmented Generation (RAG) Pipeline

Plain LLM Pipeline No fact checking or 
grounding

QUERY LLM ANSWER

RETRIEVER
Grounded in 

domain knowledge

Top K similar documents



 But it might lack diversity in outputs
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PROMPT LLM ANSWER

RETRIEVER

Top K similar documents

➔ LLM answers depend heavily on retrieved documents
➔ LLMs exhibit repetitive, homogenized outputs 
➔ But sometimes we require more diversity in answers w.r.t. topics, perspectives, 

sources, etc.



 Diversity-aware RAG
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PROMPT LLM ANSWER

RETRIEVER w/ 
DIVERSIFICATION 

ALGORITHM

Top K similar & diverse 
documents

Is diversifying retrieved context actually helpful for LLM reasoning, or does it 
introduce noise and hallucinations?”

Relevant, grounded, 
comprehensive answer 

from “varied” context



 Project goals

Compare different diversification algorithms to see which one creates the best 
"context window" for an LLM and study its causal impact on generation quality.

11/02/2026 7Evaluating Diversity-Aware Retrieval for RAG

Is diversifying retrieved context actually helpful for LLM reasoning, or does it 
introduce noise and hallucinations?”



 Project tasks
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Start from a RAG system
➔ Dense retrievers (e.g., DPR, Contriever, 

ColBERT)
➔ Generator stays fixed for fair comparison

Add diversity-aware retrieval
➔ Implement and compare approaches (e.g., Maximal 

Marginal Relevance, Clustering, DPP diversification)

Measure real LLM behavior
➔ Correctness
➔ Faithfulness & hallucination rate
➔ Answer coverage across sources
➔ Diversity of retrieved evidence



 Project outcomes
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Is diversifying retrieved context actually helpful for LLM reasoning, or does it 
introduce noise and hallucinations?”

Is there a diversity ceiling?

Does diversity increase hallucinations?

Does context diversity result in 
output diversity?

Do answers cite more varied 
sources?



 Organization & requirements 
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Duration: 6 months
Number of participants: min 2, max 4

❖ Applying as a group is possible!

Prerequisites:
❖ Strong programming skills in Python
❖ Attended (or attending) at least one of: Information Retrieval and Web Search, Advanced 

Methods in Text Analytics, Large Language Models and Agents 
❖ Interest in NLP/LLMs

Applicable: MMDS, Business Informatics

Online: yes, if required

Instructors: Andreea Iana, Prof. Heiko Paulheim (Chair Data Science)


